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The course is divided into 5 basic sectors:
1. Framing and Testing Hypotheses:
types of data and summary statistics;
the scientific method and the null hypothesis;
verifiable vs. falsifiable hypotheses;
statistical techniques and significance;
errors in hypothesis testing.
2. Experimental Design:
mensurative vs. manipulative studies;
replication, randomization, and control;
snapshot vs. trajectory experiments;
designing experiments and surveys.
3. Sampling Methods:
qualitative vs. quantitative sampling;
grain and extent of the study;
background conditions;
continuous and categorical variables;
bias and precision;
random vs. nonrandom population distributions;
minimum sample size;
sampling design.
4. Statistical Inference: Correlation and Regression:
correlation vs. regression;
simple linear correlation;
descriptive vs. predictive correlation;
nonlinear models;
multiple correlation.
5. Biodiversity:
definitions — types of biodiversity;
species richness;
species diversity;
common and rare species;
diversity indices;
rarefaction curves and richness estimators.
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1. Framing and Testing Hypotheses
Types of Data and Summary Statistics
A biological characteristic (e.g., size, color, number) is called a variable (or variate).
Variables are described using data.
Data can be :
numerical: expressed with numbers (e.g., human height, fish CPUE, RGR…)
categorical: expressed with qualitative attributes (e.g., eye color, genetic phenotype, coat
pattern…)
continuous: can have any value within the range
discrete: can take on only certain values (e.g., number of leaves on a plant)
Accuracy is how near a measurement is to the true value of the variable being tested.
Precision is how close repeated measurements are to each other.

Collected data are all estimates of the true values: the more accurate and precise a datum is, the
closest its estimation of the true value.
For continuous variables, the number of decimals could be infinite. However, the number of
decimals to be reported should not exceed the instrument accuracy.
Data are rarely reported as such, but they are typically summarized using summary statistics (or
descriptive statistics).
There are two main types of summary statistics:
Measures of central tendency or location;
Measures of dispersion, or variability, or spread.
The most common measure of central tendency is the average or (arithmetic) mean:
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The average or mean is where a preponderance of values are found within a (statistical) population:

The most common measure of dispersion is the variance:
Unfortunately, the variance thus calculated consistently underestimates the actual variance of the
population.
The unbiased estimate of the variance is called the sample variance:
Ecologists typically use the standard deviation (std dev) instead of the variance:

The standard error of the mean (std err)
also is often used by ecologists:
The std dev measures the variability of the collected data around the mean, while the std err
measures the variability of the estimate of the mean itself.
A rule-of-thumbs is that the difference between the average values of two (or more) groups is
(statistically) significant if the average ± standard errors intervals do not overlap. However, this rule
is not 100% safe and ecologists prefer to rely on more precise (and accurate) statistical procedures
to identify (statistically) different experimental groups. In the following example, egg clutches of
eight freshwater gastropods were subjected to predation by planarias. Predation was quantified as
number of eggs per clutch that survived a 24-h exposure to planarias, minus nonpredatory losses
extracted from planaria-absent controls. Clutches were divided by morphology: flat clutches with
eggs organized in a single layer (four species), and sausage-shaped clutches with multilayered eggs
(four species). Clutches were also divided according to egg developmental phase ("age", from
recently produced to pre-hatching). Despite the first-glance appearance, age-III eggs in flat monolayered clutches suffered statistically higher predatory losses than same-age eggs in multilayered
clutches:
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The Scientific Method and the Null Hypothesis
The scientific method is the technique used to decide among hypotheses on the basis of observations and predictions.
Scientists use several methods in their work. Deduction and induction are two methods of scientific
reasoning, and both involve drawing inferences from data or models.
Deduction proceeds from the general to the specific:
1. All ants on campus belong to the genus Myrmica.
2. I sampled this ant on campus.
3. Therefore, this particular ant is a Myrmica.
Induction proceeds from the specific to the general:
1. All 25 ants that I sampled are Myrmica’s.
2. All 25 of these ants were collected on campus.
3. Therefore, all the ants on campus are Myrmica’s.
Deduction was the prevailing method in ancient times, until Francis Bacon and his empiricism paved
the way for Galileo and Newton.
The modern scientific methods relies heavily on induction. In modern inductive method, the cycle of
hypothesis, prediction, and observation is repeatedly traversed:
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The hypothesis is the pivotal element of modern science.
The null hypothesis (H0) is the starting point of scientific investigations.
A null hypothesis tries to account for patterns in the data in the simplest possible way. The simplest
explanation for a pattern is randomness. If that simple null hypothesis can be rejected, then we
move on to more complex hypotheses. Hypotheses are typically tested with appropriate statistics.
The statistical outcome allows us to either accept or reject the null hypothesis (H0).
Acceptance of H0 means that the observed pattern is explained by background randomness.
Rejection of H0 means that the observed pattern cannot be explained by randomness: some force
exists that determines the pattern.
In theory, any force or factor that is not randomness could determine the pattern. Scientific studies
therefore need to be designed so that absence of randomness can be ascribed to only one factor.
The “problem” with hypothesis testing in science is that statistical testing works “backwards”:
instead of proving the existence of a force, studies must prove the absence of “no action”.
Therefore, studies must be designed so that any difference in observed patterns between an
“experimental” trial and a “control” trial is ascribed to the only factor that separates the two trials.
Testable hypotheses expressed as H0’s therefore need to be falsified rather than verified.
Consider the following example. A common problem in environmental science is to determine
whether or not human activities result in increased stress in animals. In vertebrates, stress can be
measured as levels of glucocorticoid hormones (GC) in the bloodstream.
For example, wolves that are not exposed to snowmobiles have 872 ng GC g-1, while wolves exposed
to snowmobiles have 1468 ng GC g-1. Is this difference large enough to be attributed to the presence
of snowmobiles?
Collected data (i.e., GC concentrations in wolves exposed and not exposed to snowmobiles) are run
into some statistical test, which eventually gives a test statistic and an associated probability value
(p). Most statistical tests, especially with numerical data, compare means while taking (individual)
variability into account. The H0 to be tested is that “differences between the two groups of wolves
are no greater than we would expect due to random variation.”
If the two groups of wolves live in habitats that are identical except for the presence or absence of
snowmobiles, we can safely assume that any statistical difference in GC blood levels is due to stress
from snowmobiles. Therefore, we can state the alternative hypothesis (HA) that “differences
between the two groups of wolves are greater than we would expect from random variation.”
The statistics-associated p value is a guide to accept or reject the null hypothesis. A statistical p
value measures the probability that the observed differences (even the extreme ones) would be
found if the H0 were true. If the p value is small (≈ zero), then it is unlikely that the observed
differences in GC levels between the two groups of wolves were due only to random variation;
therefore we reject the H0 and may be able to accept the HA.
A large p value (≈ 1) would mean that the differences in GC levels would have been observed even if
snowmobiles had no effect, so that we do not have enough evidence to reject the H0.
The calculated p value depends on 3 things:
the number of observations in the sample (n),
the difference between the means of the samples (i–j),
and the level of variation among individuals (s2).
What is the cutoff p value that we should use to reject or not reject H0?
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There is no “universal” threshold value for p. Most ecologists use p=0.05 as the cutoff value: this
means that we have a 95% probability of “safely” rejecting H0 when the two samples are indeed
different, and that we are left with a 5% of probability that we fail in rejecting H0 when the two
groups are really different. This means that differences between the two groups are statistically
significant if p ≤0.05.
The p=0.05 threshold is very conservative: it is as if we never take an umbrella unless the weather
forecast for rain is at least 95%. A threshold of p=0.05 means that we require the evidence to be
very strong in order to reject H0. In other words, H0’s are rejected only if the evidence to the
contrary is overwhelming.
Statistics is a discipline rooted in uncertainty: we use limited and incomplete data (the “sample”) to
make inferences about mechanisms that we may understand only partially. If we had complete
information, we would know whether H0 can be rejected without any stats to tell us. Instead, we
have only our data and methods of statistical inference to decide whether or not to reject H0.
This leads to a 2×2 table of possible outcomes whenever we test a statistical H0:

A correct decision results when we do not reject a H0 that is true or reject a H0 that is false.

2. Experimental Design
Mensurative vs. Manipulative Studies
Once a null hypothesis (H0) has been proposed, it needs to be tested with an experiment.
The conditions specified in the H0 must be maintained or created in order to accept or reject H0. Any
coherent and rational method to achieve this is a valid experimental test of H0.
For some studies, the test would be to measure some variable or to ascertain a pattern of distribution or dispersion or size of organisms: these are called mensurative or descriptive experiments.
“Classical” observations of natural patterns is the basic type of mensurative experiment. Today,
most biologists measure things to see if the observed patterns fit preconceptions or predictions or
hypotheses; i.e., the decision about what to measure is rarely taken in a vacuum.
For example, an ecologist in southern Europe wants to determine the average nest size (number of
eggs per nest) of a specific bird species, usually to compare such observations with data from
elsewhere, for example from northern Europe.
The modern scientific literature is full of information, providing the basis for hypotheses even for
“simple” mensurative studies. So, (modern) observations are never simply made to “advance our
knowledge” in a general meaning.
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Any (proposed) study therefore needs to be outlined within the proper context of existing knowledge in the field, and a reason for carrying it. Most modern ecological studies therefore try to provide missing links in the chain of knowledge. Though often belittled and considered to be substandard in modern ecology, modern mensurative studies thus go well beyond the mere “observation” ex novo. Many preeminent modern ecologists consider properly designed mensurative studies
as valuable as the more controlled manipulative sudies. Knowledge is eventually gained by putting
together mensurative and manipulative investigations, like the pieces of a jigsaw puzzle.
Manipulative experiments involve changing biotic or abiotic components to see whether they
change or behave or recover (etc.) as predicted: one (or more) factors are therefore manipulated, all
other things left constant and unchanged, and their effects on the variable at stake are quantified.
The H0 in manipulative experiments is typically absence of effect by the factor(s) being manipulated
on the variable under examination.
Mensurative experiments target hypotheses about patterns. Manipulative experiments target
hypotheses about patterns or about processes that shape the observed patterns.
For example, we may observe that two species of frogs seldom occur together in the same area,
though they share similar habitat preferences. If we perform an experiment with H0 : there is no
difference in spatial distribution between the two species of frogs, then we will perform a
mensurative experiment with data on areas inhabited by the two frogs as the basis to discern
patterns (of spatial distribution). Even if our H0 is eventually rejected, we will not be able to provide
an explanation about the why the two frog species tend to occur separately in the same habitat.
If we suspect competition as the driving factor for the observed habitat segregation, we must perform a manipulative experiment in which we manipulate the appropriate factor(s). So, if we suspect
competition for food as the driving factor, we must provide food in predetermined, controlled
quantities in otherwise identical settings. If we suspect competition for nesting sites, then the factor
to be manipulated is the substrate (e.g., rocks, submerged mosses, wood, etc.). If we suspect competition for both food and nesting sites, then both factors need to be manipulated at the same time,
possibly in a cross-gradient combination. A cross-gradient combination is when all levels of all
factors are considered in a single experiment:
factor A (e.g., gastropod egg clutch morphology; two levels: flat and sausage-shaped);
factor B (e.g., stage development, or "age", of eggs: stage I, II, and III):
factor A: clutch
morphology
flat
sausage

factor B: egg "age"
stage I
stage II





stage III



A final thought by A. J. Underwood (1997, pp. 16-17):
“The distinction between the types of experiment is a distraction. It does not matter whether the
system is measured or manipulated and measured. Each is appropriate for different circumstances
and different models. What matters is that the experiment is clearly [designed] to test a logically
defined H0. The experiment must then be done so that it preserves the logical structure and allows a
logical conclusion. The design of the experiment is therefore a crucial matter — to avoid illogicalities
creeping in when the experiment is done.”

Replication, Randomization, and Control
Experiments use samples, i.e., small-scale representations of reality in toto.
How close our sample is to reality depends on many factors, including casuality: the chance that our
sample depicts reality is random. Therefore, we need to collect several samples out of one “reality”,
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in order to describe that reality as close as it actually is. Samples that are equivalent with respect to
our habitat (or population, etc.) are called replicates.
How many replicates to collect in an experiment depends on two things:
the variance in the data,
and the effect size, i.e., the difference that we want to detect between the averages of the
groups being compared.
These two quantities are difficult to estimate objectively, and other factors also are involved.
How many total replicates are affordable? — It takes time, labor, and money to collect data, so
these “non-scientific” factors also must be considered.
General “scientific rules” for replications are:
The more variable the data, the higher the number of replicates to be taken.
Balanced designs with many treatment combinations but 4-5 replicates may be quite powerful.
Many environmental studies involve only 2-3 sample sites, for example before and after the point of
impact to an ecosystem: the “before” and “after” sites are sampled multiple times in a period of
time (“before” and “after” samples must be taken in pairs simultaneously).
Most statistical analyses assume that replicates are independent of one another, i.e., the
observations collected in one replicate do not have an influence on the observations collected in
another replicate.
For example, we want to study the response of hummingbirds to the amount of nectar produced by
flowers. We set up two adjacent 5×5 m plots: one unmanipulated, and the other with flowers
drained of nectar. We measure an average of 10 visits h-1 in the unmanipulated plot, and 5 visit h-1
in the removal plot. But birds that arrive at the removal plot leave immediately, and the same birds
also visit the unmanipulated plot:

Clearly, the two sets of observations are not independent of one another.
In particular, the 10 visits h-1 in the unmanipulated plot may be an overestimate, inflating the difference between the two experimental conditions. An inflated difference produces a spuriously low p
value and a type I error (incorrect rejection of a true H0). In this case, this problem can be circumvented by placing the two experimental plots sufficiently far from one another.
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In other cases, non-independence may decrease the apparent differences between treatments,
leading to falsely high p values and type II errors (incorrect acceptance of a false H0).
Unfortunately, non-independence inflates or deflates both p values and statistical power to unknown degrees. The best safeguard against non-independence of data is to make sure that replicates within and among treatments are separated by enough space or time, so that they do not
affect one another.
Even if experimental plots are placed sufficiently far from one another, they need to be chosen so as
to display the same basic characteristics. Suppose we inadvertently placed the removal plot on a
sunny hillside and the unmanipulated plot in a cold valley. If hummingbird foraging behavior is
influenced by temperature or irradiance, then we have a confounding effect of temperature or
irradiance in our experiment:

In the hummingbird example, the expected higher number of visits to the unmanipulated plot in the
cold valley are confounded by the likely higher hummingbird activity on the sunny hillside. The
nectar preference is thus confounded with temperature/irradiance preferences, and we cannot take
apart the two factors. The two forces largely cancel one another, leading to comparable foraging
rates in the two plots. The result is an apparent absence of difference between treatments, a falsely
low p value and a type II error (incorrect acceptance of a false H0).
Incorporating replication and randomization into experimental designs can largely offset the
problems introduced by non-independence and confounding factors.
Randomization is the random assignment of treatments within the area of study and of replicates
within treatments.
Let’s set 10 unmanipulated and 10 removal plots for the hummingbird experiment. The location of
each of these 20 plots in the study area will be random, and the assignment of the treatment
(unmanipulated or nectar removal) also will be random:
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Randomization works by “spreading” and distributing the possible confounding factors across replicates and treatments, so that hummingbirds in unmanipulated and removal plots are subjected to
the same average temperature and average irradiance. All methods of statistical analysis rest on the
assumption of random sampling at an appropriate spatial or temporal scale.
Sometimes gradients in environmental (background) conditions cannot be circumvented. In such
cases, otherwise randomized replicates are organized into blocks. A block is a delineated area or
time period within which the environmental conditions are relatively homogeneous. Blocks must be
arranged so that environmental conditions are more similar within blocks than between them:

For example, 24 aquaria have been set to study the effect of a possible predator (a dugesiid planaria)
on a species of gastropod. All aquaria had the identical set-up, but 12 aquaria received the predator
and 12 did not (control). Aquaria had to be set in an 8×3 design for space constraint reasons. The
experiment was carried out under natural light, as both the planaria and the snail were pre-viously
found to have diel acitvity cycles strong-ly dependent on light (the planaria being predominantly
nocturnal and the snail predominantly diurnal). However, natural light came only from one side, the
side behind the back of the photographer:
After measuring the light irradiance with a precision instrument, differences in irradiance with
increasing distance from the window were
found to be large every two rows. Therefore,
blocks of 2 rows from the window were set,
each block including a total of 6 aquaria. Three
predation and 3 control aquaria were assigned
randomly within each block. This way, differences in light irradiance were evenly distributed, on average, over the predation and the
control aquaria.
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A similar layout in blocks was applied to the studies investigating the diel activity cycles of snails and
planarias (tested individually and separately). For example, in the planarian experiment, 3 species of
planarias, each represented by 12 individuals (=replicates),
were organized into four adjacent blocks of 3×3 glasses, to
evenly distribute any small differences in light conditions
(determined by shading from adjacent glasses) among
conditions (=species) and replicates (=individuals):
Unmanipulated treatments are usually called the experimental control — i.e., they provide the background against
which the factor under examination is tested for the chosen
variable.
The concept of control in ecology and environmental
studies is the same as the group of people who take the
placebo (=no effect of the drug under development), as
opposed to the group of people who take the drug, in
medical research. The placebo group is also called the
control group.
The control is identical to the treatments, except for the absence of the factor(s) under examination.
With few exceptions, controls are essential in manipulative as well as in mensurative experiments.
The control is also the condition that forms the basis for the H0 (e.g., H0 : there is no effect of temperature on egg development time, where natural temperature may be the control condition).

Snapshot vs. Trajectory Experiments
Snapshot experiments provide an instantaneous picture of the pattern under examination.
Trajectory experiments provide a “video” of temporal changes in the pattern under exam.
Replication is spatial for snapshot experiments, and temporal for trajectory experiments. The
majority of ecological studies are snapshot experiments.
The major problem with trajectory experiments is ensuring that temporal replicates are sufficiently
separate so as to guarantee independence of subsequent data (observations). The time interval
between temporal observations depends on the organisms to be studied: monthly data may be OK
for fast-growing organisms (e.g., plankton), but are insufficient for slow-growing organisms (e.g.,
redwoods). Temporal data need to be expressed without “memory” for correct application of most
statistical analyses.

3. Sampling Methods
Effective sampling designs should be defined before going out to collect data, to avoid “surprises”
along the way.
Experimental or monitoring plots should be large enough to ensure realistic conditions. The general
rule is to use the largest possible plots, compatible with the size of the target organisms, the comparable distribution of the background conditions within and among (experimental) conditions, the
appropriate spatial scale, and the available time, labor force, and money.
In particular, the size of the smallest unit of study — i.e., the individual replicate, needs to be large
enough to ensure realistic conditions and comparable average background conditions within and
among replicates.
Too small replicate plots may not reflect realistic conditions, while too large plots may lead to
uneven background conditions within and among replicates.
The size of the replicates is collectively referred to as the grain of the study.
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The extent of a study is the total area encompassed by all the sampling units.
There is no single combination of grain and extent that is intrinsically correct or incorrect:

The general rule is to use the largest possible plots, compatible with the size of the target organisms,
the comparable distribution of the background conditions within and among (experimental) conditions, the appropriate spatial scale, and the available time, labor force, and money.
Ecological studies with a small grain and a small extent, e.g., insects on the underside of tree leaves
in a small wood, may be too limited in scope to allow for broad conclusions. Studies with large grain
could be informative, but isolation of “real data” from the background “noise” may be prohibitively
difficult.
The most informative studies are typically those with small grain but large extent: the small grain
allows for experimental manipulation, and the large extent expands the domain of inference for the
results.
The control must be set in a way that ensures that the only possible difference with the manipulated
condition can be ascribed to the factor under examination. If the manipulated organisms go through
some extra-experimental stress (e.g., shipping), then the control organisms also have to undergo the
same extra-experimental stress. If the experiment involves replicates enclosed in a cage (e.g., to
exclude herbivores or predators), the control also needs to be caged to avoid the possible
confounding effects of the cage itself (e.g., shading by the cage structure).
Replicate placement needs to reflect accuracy (i.e., absence of bias) and precision:
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Sampling can be qualitative or quantitative. Quantitative data are those with well defined quantities;
density data are all quantitative. Qualitative sampling collects data that do not tell about the quantities.
A typical qualitative sampling is a presence/absence list of species in a general area. However, when
we collect presence/absence data from many lakes in a region, with each lake treated separately,
the sums of the presence "tags" are quantitative data:
presence of gastropod genera in lakes of AQ province:
Lymnaea
Physa
Planorbis
Bithynia
Radix
Viviparus

lake A
×
×
×

lake B
×
×
×

lake C
×
×

lake D
×
×
×
×

×

×

lake E

tot.
3
5
1
4
3
2

×
×
×

×

When sums from different areas are collected from presence/absence list, e.g., from each province,
then we have quantitative data:
presence of gastropod genera in lakes of Abruzzo:
Lymnaea
Physa
Planorbis
Bithynia
Radix
Viviparus

AQ
3
5
1
4
3
2

CH
2
4
—
4
3
—

PE
—
—
3
1
4
—

TE
—
3
3
2
3
—

Numbers that describe patterns may be categorical or numerical, and are independent of one
another. In univariate designs, there is always one dependent variable (what we want to measure)
and one (or more) independent variable(s), or factors.
Studies with dependent and independent variables implies hypotheses of cause and effect, that we
want to test. The simplest case is when we have one independent and one dependent variable: the
dependent variable will take a number depending on the “value” of the independent variable.
Combinations of variable types lead to four basic designs:
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Experimental (or monitoring) designs in which the factor(s) is(are) categorical and the response of
the variable is numerical and continuous are statistically analyzed with an ANOVA (ANalysis Of
VAriance). The ANOVA is a family of statistical procedures, with variations in the computation procedures specific for the scientific question at hand.
The simplest form of ANOVA is a one-way ANOVA, in which only one factor is studied against the variable of choice. For example, we want to know if the densities of six genera of lake gastropods is the
same in a given area (H0: the densities of all six genera are similar; or H0: there is no difference in density among the six genera). Being this a descriptive (=mensurative) design, the "factors" are simply the
six genera of gastropods; the variable is the density (as number of individuals per m2 of substrate).
The easiest way of describing (and reading) a one-way ANOVA design is to place the factors as
headings of columns, and the replicate observations in the columns under each factor:
density (ind m-2) of gastropod genera in lakes of Abruzzo:
1
2
3
4
5
6
…
n

Lymnaea
19
—
23
29
—
20
…
34

Physa
45
87
128
104
56
154
…
108

Planorbis
—
—
—
18
—
29
…
32

Bithynia
12
11
—
38
23
40
…
42

Radix
—
24
29
—
51
28
…
6

Viviparus
2
—
—
5
—
3
…
—



28.3

98.4

22.1

38.0

18.7

0.7

In a two-way ANOVA, two factors are considered at the same time. For example, we want to know if
the density of lake gastropods in Abruzzo varied not only by species, but also by province:
density (ind m-2) of gastropod genera in lakes of Abruzzo:
Lymnaea
1
2
3
4
5
6
…
n


Physa

Planorbis

…

Viviparus

AQ

CH

PE

TE

AQ

CH

PE

TE

AQ

CH

PE

TE

AQ

CH

PE

TE

AQ

CH

PE

TE

19

36

7

—

45

49

—

39

—

21

4

5

11

45

87

43

—

28

—

28

—

3

23

—

16

28

128 78

4

31

—

36

4

7

—

11

5

—

104 52

—

38

18

18

—

8

5

—

2
1

3
6
8
5

—

17

9

—

56

98

19

58

—

27

6

2

—

—

—

—

20

28

5

46

154 37

23

27

29

24

8

—

3

—

—

—

…

…

…

…

…

…

…

…

…

…

…

…

…
…
…
…
…
…
…

8
2
2

29

…
…
…
…
…
…
…

—

32

…
…
…
…
…
…
…

2

—

…
…
…
…
…
…
…

…

…

…

…

34

21

—

26

108 45

16

18

32

26

—

5

…

…

…

…

—

1

2

7

28.3 32.6 12.7 24.1 98.4 44.2 7.9 39.9 22.1 21.0 1.1 2.4 …

…

…

…

0.7 2.1 0.9 1.8

—

—

A two-way ANOVA tests three null hypotheses:
H0: there is no difference in density among the six gastropod genera
H0: there is no difference in density among the four provinces of Abruzzo
H0: there is no interaction between the two factors (or H0: the effects of the two factors on gastropod density are additive)
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If a third factor is included within the second (e.g., cities within each province), then a three-ANOVA
design is built, and so on. There is not limit to how many factors can be included in an ANOVA. However, the number of interactions increases nonlinearly with the number of factors. For a three-way
ANOVA (testing 3 factors A, B, and C), there are 4 interactions, each with its own H0 to be tested:
A×B A×C B×C A×B×C
While all such interactions are statistically sensible, they may not be ecologically sensible. Therefore, most ecologists recommend a maximum of three factors to be studied simultaneously.
ANOVAs are robust statistical procedures, with limited probability of committing type I or type II
errors.
When both the independent and the dependent variables are categorical, the sampling design is
called tabular. Typical data in such designs are counts of the variable under exam for specific
categories. For example, if the density table in the gastropod example above is changed into
representing counts (=sums) of the presence "tags" in presence/absence lists, the resulting table will
comprise a single datum per condition:
frequency (=number of lakes in which the genus is found) of gastropod genera in lakes of Abruzzo:
lakes  Lymnaea Physa
Planorbis Bithynia
Radix
Viviparus
A
2
5
—
2
—
1
B
—
7
—
4
3
—
C
1
11
—
—
2
—
D
3
12
3
10
—
1
E
—
6
—
6
4
—
F
1
8
2
8
1
1
…
…
…
…
…
…
…
n
1
10
5
9
4
—
This is an example of a contingency table. The simplest contingency table is a 2×2 table. Differences
in gastropod frequencies (=presences) across genera and lakes are analyzed with the χ2 statistics.
The χ2 statistic is simple and straightforward, but not very robust, leading to a high probability of
committing a type II error (failure to reject a H0 that is false).
Logistic regressions are statistical procedures used to analyze categorical values for the variable
under exam against a continuous independent variable (=factor). The logistic regression is a
relatively complicated procedure, only recently incorporated into ecological research. The logistic
regression is widely used in economics studies.
When both the independent and the dependent variables are continuous, they are studied in
designs that are sometime called bivariate (the two variables change continuously). The families of
statistical procedures used to analyze such designs are called correlations and regressions.

4. Statistical Inference: Correlation and Regression
When two numerical, continuous variables are investigated together, the dependent variable may
be a functional response (sensu latu) of the independent variable. In other words, the dependent
variable is assumed to be determined by (= is a function of) the magnitude of the independent
variable, while the reverse is not true. Such a dependence relationship is called a regression.
For example, human blood pressure may be considered a function of (i.e., dependent upon) age;
however, it is not reasonable to assume that age is dependent upon blood pressure.
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In regression analysis, the term dependent does not necessarily imply a cause-and-effect relationship, though most such analyses do. For example:
wing length of sparrows in relation to bird age
O2 consumption of an endothermic animal in relation to environmental temperature
arterial Ca deposition in relation to cholesterol concentration in bloodstream
The simplest type of regression is when only two variables are considered. Such a model is termed
simple regression.
Regression data are typically represented graphically with a scatter plot.
In other cases, the relationship between two variables is not one of dependence. Though one
variables changes in relation to the other, it is not reasonable to consider a dependence or causeand-effect relationship. For example, human arm length increases with increasing leg length, but
there is no justification in stating that the length of the arm depends on the length of the leg (or
vice-versa).
In such situations, a correlation analysis, rather than a regression analysis, is called for.
The two statostcial techniques are very similar to each other, and vary only in technical details.
However, the difference between the concept and the application of either technique is
fundamental. The choice of the appropriate technique depends on the question asked by the
investigator, and the expected type of relationship between the two variables.
Correlations are sometimes treated as descriptive technique, for example when a dependence
cannot be established, but a first look of the data is needed.
The simplest type of quantitative relationship between two variables is a linear relationship: one
variable varies in a constant way in relation to the other. Such a relationship is described as a
straight line by both the linear regression and the linear correlation.
Both the linear regression and the linear correlation model are described by a line with equation

Y = mX +c
where X is the independent and Y is the dependent variable. Both m and c are constants: m is called
the slope of the regression (or correlation) equation, while c measures the "distance" from the
scatter plot origin, or elevation of the equation.
The slope of a linear regression (or correlation) ranges from -∞ to +∞. If the slope is positive, Y
increases with increasing X; if the slope is negative, Y decreases as X increases. If the slope is zero,
there is no relationship between X and Y.
Generally there is considerable variability of the data around any (straight) line that describes their
relationship. What a regression or correlation line does is to find the "best fit" of the data along any
such straight line.
The best-fit line is the line that results in the smallest deviation of each data point from the line itself
[as sums of squares: ∑(Y - )2]. The greater the variability in the observed data, the larger the
deviation of the data points around the line, and the larger the sum of squares.
It is possible to test if the observed best-fit regression (or correlation) is "real", or comes from a
nonrandom collection of datapoints. In other words, it is possible to test if the data points are
sufficiently close to the best-fit line that the observed best-fit regression is indeed "real".
Since a slope of zero describes the absence of a relationship, the null hypothesis for such a test is:

H0 : m = 0 (zero)
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Using a verbal and pictorial description:

The statistical procedure to test H0 : m = 0 is based on either anANOVA or a t-test. Such tests
produce a ratio between the regression sum of squares (SS; i.e., the "fit" of the equation to the
observed data) and the total sum of squares (=regression + error). The smaller the error, the closer
the regression SS to the total SS, and the closer the ratio to 1.
The ratio used to quantify how good is the fit of the data to the regression equation is called the
coefficient of determination r2:
r2 is the proportion of the total variation of Y that is explained by the fitted regression.
r2 ranges from 0 (no relationship) to 1 (the data fit the equation line to perfection).
For example, an r2=0.97 means that the independent variable (X) explains 97% of the variability in
the dependent variable (Y). Conversely, an r2=0.08 explains only 8% of the variability of Y.
The regression analysis also calculates p values associated with the resulting r2. We can expect a
reasonably small p value to be associated with an r2=0.97 — that is, the probability that m=0 is very
small, and we reject H0. Conversely, we can expect a large p value associated with an r2=0.08,
meaning that the probability that m=0 is high, and we cannot reject H0 (i.e., there is no relationship
between X and Y).
Though based on different mathematical conjectures, the correlation (used when no cause-effect or
true dependence relationship can be inferred) uses a very similar approach. The goodness of fit to
the observed data points can be tested statistically with an analysis of the correlation coefficient r.
Similar to r2, r ranges from -1 to +1, with r=0 (zero) representing absence of a correlation between
the two variables. A negative value of r reflects a negative correlation. If r<0, then m is also <0.
Though resulting from an independent, different set of calculations, r = √r2.
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